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When agile methodology first arrived in the corporate landscape, it was a much-needed boost in the arm for software 
development. In a world where business intelligence was becoming increasingly integral to enterprises, the promise of the 
data-driven workplace was stunted by oft-delayed rollouts that took years to plan, document, and execute. By the time 
required solutions were available for end-users, the business had usually evolved past their original purpose.

By the late 90’s, companies had begun to experiment with different development approaches that allowed for flexible 
designs, ongoing deliverables, and constant collaboration. Agile was a natural result of these discussions.

Valuing individuals and interactions over processes and tools.

Valuing functional software over precise documentation.

Valuing collaboration over back and forth negotiations.

Working iteratively rather than according to a set plan. 

“Intelligence is the ability to adapt to change.” Stephen Hawking.

The Agile Manifesto



The enterprise data warehouse can benefit immensely from the flexibility, adaptability, and speed of agile development. 
This new approach changes the definition of done for your BI implementation. In an agile process, success is based on 
providing ongoing value to involved stakeholders rather than in the completion of a massive project. The shift in mindset 
puts the end-users at the forefront of the development cycle. Now, the first priority is building structures that can answer 
critical business questions in as quick a timeframe as possible.

To achieve this, BI users work alongside developers in the planning, design, development, and deployment of data struc-
tures that can deliver time-sensitive insights. In the agile framework, this output would be considered a basic unit of work, 
which refers to basically any functional software that can satisfy stakeholder requirements. A functional data warehouse 
consists of a few key components. You need a dimensional model that is configured and deployed for consumption, as well 
as ETL processes to facilitate loading of data from source systems to the EDW. 

Evolving the Data Warehouse



As data models are produced, end-users can provide continuous feedback to determine whether the data warehouse 
needs to be updated or modified to better suit their reporting requirements. This is a key aspect of any agile data ware-
house, as the lack of adaptability in infrastructure and processes halts many data warehouse modernization efforts. The 
iterative approach enables the data warehouse to adapt easily to changes in the business environment and underlying 
source systems.

Astera DW Builder is an end-to-end solution that supports agile data warehousing at every step of the way. Our code-free 
data warehouse builder empowers developers and end-users alike to design, configure and deploy a comprehensive 
dimensional model enriched with technical and business-level metadata in just days. By radically shortening the learning 
curve, and accelerating time-consuming development tasks, we have created a product that allows you to work quickly, 
collaborate often, and produce timely insights at a near constant rate. 
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Our architecture consists of several key components which all come together to help end-users deploy their finished data 
models as quickly as possible.

A comprehensive data model designer that empowers users to visualize, configure, and manage all of the metadata 
elements that make up your source system schemas, dimensional models, and dataflows without writing any code.

Powerful reverse engineering capabilities that allow you to recreate a source system schema from a range of supported 
databases including SQL Server and Oracle Database as well as cloud providers such as Amazon and Microsoft Azure via 
secure tunneling. You can also import an data models from erwin.

Robust dimensional modelling functionalities for easy set-up of fact tables, dimension tables, date dimension tables in 
minutes. You can also manage primary/surrogate keys for entities and implement SCD types to account for slowly 
changing source system data.

Single click-verification of data models to ensure that issues such as incomplete fields or configuration errors in the 
schema are corrected before deployment.

An intuitive forward engineer feature that  allows you to quickly create finished data warehouse schemas in a destination 
database of choice. Whether you choose to deploy your data warehouse on-premises or in the cloud, we’ve got you 
covered. 

A high-performance ETL engine that enables you to quickly extract, transform, and load data from source systems and 
your destination to destination.

Powerful ELT mode, which pushes down transformations and other data processing tasks to the target database. As a 
result, your EDW can perform high-volume data migrations involving millions of records in mere minutes.

The Path to Agile Data Warehousing Goes 

Through Our Metadata-Driven Architecture



The Challenge

In order to improve its business intelligence and gain more accurate 
insights, it has decided to implement a data warehouse across its 
enterprise. But after pitching the possibility to its IT team, it was quickly 
put off by the initial investment and lengthy planning required to get 
such a project up-and-running. According to its technical experts, WWI 
would also need to recruit additional ETL specialists and an 
experienced data warehouse architect in order to maintain and update 
the data warehouse.

Faced with these issues, WWI instead chose to opt for a data 
warehouse automation solution (Astera DW Builder), that would allow 
it to build its data warehouse in a far quicker timeframe using an agile 
approach.

The company’s first priority was to get a proper reporting structure set 
up for its sales process, which has always been its biggest profit center. 
Here’s how ADWB helped accelerate and simplify each step of WWI’s 
data warehouse development process from design and configuration 
of its data models to data warehouse population and deployment. 

A Well-Engineered Data  Warehouse 
Means Value For Your Enterprise

Health Maintenance Organization (HMO) CCHP 
leveraged our data integration platform to build a 

process that would unify EDI claims and 
reimbursement data in an SQL Data Warehouse.

A globally recognized retail giant operating out of 
the Middle East used our accelerated 

source-to-data warehouse mapping capabilities to 
a consolidated BI architecture that would improve 

its ordering, inventory, and warehouse 
management processes.

US-based media network Sinclair Broadcasting 
Group relies on our powerful ETL functionalities to 
automate data migration from 10 disparate source 

systems into its EDW.

Introducing Worldwide Importers

Workflow orchestration and job scheduling tools enable you to sequence, automate, and monitor all ETL 
operations, based on your requirements.

OData module, which allows you to consume EDW data through any connected application including leading data 
visualization tools such as Tableau, PowerBI, and Qlik.

40+ out-of-the-box connectors covering everything from flat file systems, hierarchical data formats, email servers, 
and leading CRM tools. 

To see how these features and functionalities come together seamlessly to jumpstart data warehouse 
development in the enterprise, let’s take a look at an end-to-end use case featuring the fictitious company 
Worldwide Importers.

Worldwide Importers is an import/export company that maintains operations in several locations across the globe. 
Currently, it relies on insights drawn from its operational database to guide procurement planning, sales, and marketing 
efforts for future periods. However, this reporting architecture does not provide a consolidated source of truth for these 
key processes. 

WORLD WIDE IMPORTERS 



Setting up the Source System Schema

Reverse Engineered Source System Schema in ADWB

The Solution

Setting up the Source System Schema

WWI maintain sales data on an SQL Server database. In order to move data from this system to the data warehouse, it 
must first create a data model that accurately reflects the entity relationships and configurations for each table within the 
database. 

With ADWB it can replicate its entire source schema using our reverse engineer functionality. Of course WWI only want to 
retain tables that would facilitate reporting and analysis across the sales process. It can select these for import to the 
schema by checking the relevant boxes in the tool. 

From the generated schema ADWB can reproduce any existing relationships between these tables in the database to 
speed up the data modelling process. 

With the schema defined in minutes, WWI can simply verify its newly designed data model to check for any referential or 
formatting errors and then deploy it with a single click. 



As, you can see there are some invalid data types shown in the entity’s configuration which can be corrected using the 
layout builder to allow successful verification of the model.

The source schema can now be used for data mapping purposes when it comes time to build ETL flows for the data 
warehouse.

The model will essentially serve as an abstraction layer for the source database. Any information that needs to be accessed 
from the data warehouse will be maintained in the data model, saving users the complexity of retrieving data from various 
source systems. This has the added benefit of shielding critical operational systems from unauthorized users as WWI can 
construct data models to show only analysis-ready tables and records.

But first, WWI will need to create a schema for its EDW. In this case, a dimensional model would allow for efficient querying 
and this optimized reporting when quick decision-making is required. 

Since WWI does not have an existing data warehouse set up, it can create its dimensional model from its existing sales 
database. Again, it will need to reverse engineer from the source system and import the relevant tables to create a basic 
schema.
 
Once the entities have been brought into the model, they need to be assigned as either facts or dimensions. The first step 
is to see whether any entities need to be normalized. This process reduces data redundancy while also ensuring that all 
related data items are stockpiled together in a single entity. In this case, WWI will normalize the Invoices and InvoiceLines 
tables by simply dragging the latter (child entity) to the former (parent entity), as they have a shared key relationship ADWB 
will automatically normalize the tables.
 
The resulting entity will serve as the fact table for this dimensional model as it contains simple business measures (transac-
tional data).

Now, it’s time for WWI to begin assigning dimensions which can provide reference information for business measures. For 
WWI, the measure being examined is Sales. Dimensions that provide further context for sales transactions would be the 
Customers, Stock Items, Countries, People, and Cities entities. We can assign entity types in bulk using the data source 
browser window.

Once dimensions are assigned, we can rename tables to reflect how they will be treated in downstream reporting and 
analytics processes.
 
One additional table that will be required to complete the dimensional model is the date dimension. A date dimension 
groups business measures according to the most suitable time period i.e. calendar year, fiscal year, public holidays during 
the reporting and analysis stage. The advantage of such a table is that it allows users to easily filter data and construct 
reports that cover a specific period of time according to their requirements.  

Creating the Data Warehouse Schema



Now, WWI can go through each entity and configure it on the metadata level. This process involves a few key steps. 
First, WWI has to define surrogate keys and business keys for each dimension entity. A surrogate key is a system-generated 
key that is used to identify records in a data warehouse, whereas a business key is the primary key used to identify a 
record in the original source system. Surrogate keys are far smaller than business keys and allow for more efficient query 
performance, it also enable easy versioning of a source system record in case it changes over the course of business 
operations.

In ADWB, we have added features to accelerate configuration. In the entity dropdown menu you can simply click the assign 
surrogate key  option to create a system-generated key for the entity. 
In WWI’s case, it expects changes to records within many of its dimension tables. In ADWB, we allow companies to track 
these changes in its data warehouse using something called slowly changing dimensions types or SCD. 

Our product supports multiple SCD-handling techniques, including SCD Type 1, Type 2, Type 3, and Type 6. So WWI can 
choose to overwrite an existing record when it is changed at the source, add a new row to show the updated version, or 
show the current attribute in an additional column amongst other options. It really depends on how WWI wishes to 
account for changes to its underlying data.

Setting up the Source System Schema

Layout Builder for Employee Dimension



The last major task in the data warehouse development process is creating the ETL flows that take source system data to 
the data warehouse. This process can take up to 75% of the time spent in traditional data warehouse development.

With ADWB, we can help WWI create all of its ETL flows in mere hours. In ADWB, all ETL to the data warehouse is handled 
by dedicated fact and dimension loading objects. Now, instead of building complex dataflows, it can select a source system 
or table and and map them to a loader, while applying any necessary transformations using our bult-in transformation 
toolbox.

Another challenge that can pop up during this process is that a single entity in the dimensional model may require data 
from multiple source system tables. For these scenarios, we have introduced a data model query object which allows you 
to join multiple tables in the source object’s configuration menu based on their established relationships, enabling hierar-
chical data mapping from a single object.

Then, WWI can just point the loader towards a relevant fact or dimension table in the deployed dimensional model and 
your mapping is complete.

As you can see above, WWI has used a data model query to join two of its source system tables (Invoices and Invoice Lines) 
to gather all the necessary data needed for its Sales Table. It has also applied some additional aggregates to this incoming 
data to allow for more efficient reporting, in this case a simple tax calculation based on the input tax rate. The incoming 
data is then pointed towards the deployed data warehouse.

One of the most resource-intensive operations during data warehouse population is the dimension lookup. At this stage, 
surrogate keys in the fact table are matched with relevant business keys in the source system to allow for loading. When 
slowly changing dimensions are present, then these operations become quite complex as multiple surrogate keys will need 
to be fetched for a single record. In ADWB all of these lookups are executed based on the metadata defined during the 
data modeling stage. 

Populating the Data Warehouse

Hierarchical Data Mapping to Sales Fact Table using Data Model Query



Under normal circumstances, WWI would need to painstakingly build hundreds, if not thousands of individual ETL pipelines 
to perform a similar operation within a traditional data warehouse. With our comprehensive dataflow module, WWI can 
that truncate time-intensive staging and complex dimension lookup operations to simple drag-and-drop mapping from 
source to destination.

Once mapping from the source model to the destination data model is completed, the flows are ready to be executed. 

Going back to the resource-intensive nature of dimension lookups during fact table loading ( a process that can involve 
matching thousands of records at a time), we have introduced an ELT or pushdown optimization mode to radically 
accelerate the process. This feature leverages the inherent computing capacity of the target database to perform data 
processing functions. So, WWI will not need to move data through a separate server for transformation or filtering before 
loading. 

With pushdown optimization mode running, its data warehouse loading times are cut to mere minutes. 

Pushdown Optimization 

Now, WWI has a complete data warehouse set up ready to be loaded with data but of course it doesn’t want to manually 
update its EDW every time records are updated at the source. In ADWB it can sequence the order it wants its dataflows to 
run using something called workflows, and then schedule the entire process using a job scheduler. 

The success of agile development projects is based upon the delivery of minimum units of work. In WWI’s case these 
consist of a completed dimensional model, ETL flows to take data from source to data warehouse, and a frontend report-
ing system. With ADWB, all of these deliverables have been achieved in a matter of just days.

Orchestration and Automation

In just a few hours, WWI has managed to build a complete self-regulating data warehouse that provides up-to-date infor-
mation from across its sales function. So how can this data be visualized and analyzed?

In ADWB, deployed data models are all made available as OData services – which essentially means that it can be accessed 
by any third-party application which will simply read the generated metadata and import necessary data. 

Whether WWI wants to visualize its data in leading tools such as PowerBI and Tableau, or it wants to open up its data 
models for real-time querying in applications such as Postman it can use the address provided in the data source browser 
along with a system-generated security access token and start generating real-time insights from its data warehouse. 

Consumption

From Concept to Delivery in Days

How WWI Benefitted from Agile Data Warehousing



Built for Iteration

As WWI’s sales system grows, new tables and data types may be added to its source systems. These entities will in turn 
need to be integrated into its reporting. ADWB makes it incredibly easy for it to update its data warehouse architecture at 
the logical level. 

With Astera DW Builder, it can simply add new entities or edit existing entities in the data model. Create the necessary data 
mapping to bring them to the data warehouse in the dataflow module. Then make the new data available for consumption 
by simply redeploying the data model. It’s as simple as that.

A Data Architecture That’s Future-Proof

While WWI has built its current data warehouse on SQL database, it is eyeing a move to the cloud in the next couple of 
years. ADWB makes it incredibly easy to migrate to the cloud. Using the forward engineer function WWI can replicate its 
existing schema to a cloud service provider of its choice.

Add in performance optimizing features such as ADWB’s pushdown optimization (ELT mode) and custom indexing options, 
and WWI has all the tools it needs to create a scalable, powerful, and adaptable EDW. 

Designed by End-Users for End-Users

With its metadata-driven, code-free interface ADWB offers an incredibly accessible platform for enterprise users at every 
level of technical expertise. As long as the business requirements are understood, with minimal training any individual can 
start working with the intuitive features and functionalities of the product to build its desired schema and create a data 
pipeline that’s truly suited to its reporting requirements.

Accelerate and Automate at Every Step of the Process

ADWB is designed to simplify and speed up data processes at every phase of a project. From the drag & drop entities and 
advanced layout builders within the data model designer to the Data Model Source objects, built-in transformations, and 
dedicated fact/dimension table loaders in the ETL component of the product, many of the complex tasks associated with 
traditional data warehouse development. 

As a result, WWI is no longer dependent on developers and architects to lead implementation and supervise ongoing 
maintenance of its EDW. These resources can now be put towards more value-adding tasks in other areas of the 
enterprise. 

Improve the Accuracy and Timeliness of Insights

With massive volumes of data moving through its architecture, WWI is especially sensitive to data quality issues that may 
occur across the data pipeline. As the organization moves forward on its EDW deployment, it can take note of any 
variances occurring across its reporting and make use of some of ADWB’s built-in transformations to ensure that its data is 
free of duplication and formatting errors.

In terms of consistency and reliability ADWB provides WWI with intelligent data quality rule transformations.  These tools 
automatically verify input datasets based on custom-created expressions.

Additional data profiling capabilities will allow it to drill into the metadata to find out how many records are failing standard 
checks due to missing, duplicate, or incomplete information. It can also set up additional record-level or custom-level logs 
for your outputs, so you have an auditable record for each of these jobs. 



Astera DW Builder transforms multi-year, multi-phase data warehousing projects into an 
agile, iterative process that delivers trusted insights to your decision-makers in days.

 
If you’re ready to turbocharge your BI architecture, then contact us directly to find out how 

we can accelerate and automate your processes with Astera DW Builder. 

 The Future of Data Warehouse Development is Here

Request Demo

https://www.astera.com/contact/
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