
Data Warehouse Design:
A Definitive Guide



Summary 

What is Data Warehousing?  

Data Warehouse architectures 

Two-layer architecture  

Three-layer architecture 

Data Staging and ETL  

1. Extraction

2. Cleansing

3. Transformation

4. Loading

Data Warehouse design 

1. Gathering Requirements

2. Data modeling

3. ETL (Extract, Transform, Load)

4. OLAP Cube design

5. Front-end development

6. Report development

7. Performance Regulation

8. Query optimization

09. Incremental developments

Factors to consider when designing a data warehouse 

Data Warehousing Design: best practices  

Conclusion 

03

04

05

05

06

07

08

08

08

09

09

10

11

11

11

12

12

13

13

14

15

16

17

Table of Contents

w w w . a s t e r a . c o m

02



Summary
In the technological era of today, enterprises profoundly rely on data warehouses to process and 
produce trusted data for BI and analytics. To achieve this, robust data warehousing designs are impera-
tive for reliable business reporting. With on-point business intelligence and analytics, companies can 
derive invaluable insights to react to the changing consumer demands and market conditions quickly 
and effectively, giving a competitive edge in the industry.

According to Gartner, 80% of analytics insights will fail to deliver reliable business outcomes by 2022. 
Considering the time and money invested in such an enormous project, this number is pretty huge. 
To get the most out of your investment, a well-thought-out data warehouse design will positively 
impact your business – with data from reliable sources to feed your analytics tools, effective BI for anal-
yses and reporting can be achieved.

In this eBook, you will find reliable information to develop an in-depth understanding required to lay 
down the groundwork for an effective data warehouse. 

We will cover the following data warehouse design aspects in detail:

1. What data warehousing is
2. Different data warehouse architectures
3. Steps for designing a data warehouse architecture
4. Factors to consider when designing a data warehouse
5. Best data warehouse design practices
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What is Data Warehousing?

“A data warehouse is a data structure that is optimized for distribution. It collects and stores integrated sets 
of historical data from multiple operational systems and feeds them to one or more data marts. 
It may also provide end-user access to support enterprise views of data.”

The data warehousing phenomenon has been continuously evolving to accommodate and process 
the growing amount of data volume and variety. A few scenarios where the information derived from a 
data warehouse can be used are:

• Modifying production policies by comparing the sales of a product quarterly or yearly.
• Consumer behavior analysis by analyzing consumer preferences and budgets.
• Operational analysis by examining consumer relationships and making environmental

corrections that will help in observing business operations.

Data warehousing techniques are successfully being used in a large number of industries, such as:

• The transport industry for vehicle or freight management
• The financial industry for risk analysis and fraud management
• The healthcare industry to manage patient data and share information with the insurance

companies
• The telecommunication industry for tracking customer queries and analyzing customer

call patterns

The design of a data warehouse essentially lays down the foundation for well-grounded decision making. 
It directly influences the cost, speed, flexibility and the success of a data warehouse environment.

During the designing process, developers should make sure that operational data:

• Is accessible to non-IT personnel
• Is integrated according to a standard enterprise model
• Is optimized for efficient querying
• Delivers concise and relevant information
• Represents data in multiple dimensions for a manageable view of information
• Ensures completeness and correctness.
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• Transactional and analytical processing should be separated as much as possible.
• Both the hardware and software infrastructures of a data warehouse should be flexible enough to

accommodate the increasing data volume and variety for efficient processing and analysis.
• The architecture should be extensible enough to host new applications without the need to rede

sign the entire system.
• Data warehouse data should be secure enough to counter probable breaches and malicious

attacks.
• The administration of a data warehouse should be easy.

There are two types of data warehouse architectures:

• Two-layer architecture
• Three-layer architecture
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Let’s have a look at different data warehouse architectures and when they are used.

Data Warehouse Architectures
Generally, an enterprise data warehouse should incorporate the following characteristics for lucrative BI:

Let’s look at both of these designs briefly.

Two-layer architecture
Separating different infrastructure layers helps in outlining the various types of architectural tiers of an 
EDW. A two-layered structure defines the separation between physical data storage systems and the 
data warehouse.

It is divided into four data flow stages:

• Source layer: This layer refers to the primary data sources. The data may be coming from the
company’s legacy databases, CRM and ERP systems, cloud databases, or external sources linked to
the enterprise information systems.

• Data staging layer: Records from the diverse data sources are extracted into a staging database
where it is cleansed to remove or fix missing and inconsistent data and combined to form a unified
schema. This is where ETL (extract, transform, load) tools are used to obtain consistent, complete,
and reliable data for an EDW.
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• Data warehouse layer: Once data staging is complete, the processed information is stored 
into a centralized, logical data repository – the data warehouse. Since the data has been 
cleansed, transformed, and validated, it can now be used for business analytics and reporting.

• Analysis and front-end reporting: In this final architectural stage, trusted, accurate data is 
called from the data warehouse for detailed analyses and reporting via BI tools and 
dashboards.

Three-layer architecture
To increase the performance of your data warehouse, you have the option to add a third layer to the 
two-layer infrastructure. After cleansing and integrating source data at the staging layer, a reconciled layer 
is added that materializes the operational data. A reconciled data layer, also known as an operational data 
layer, creates a reference data model for the enterprise. The resultant data is concise, complete, consis-
tent, and detailed. Instead of the staging database, the data is fed into the data warehouse from this 
reconciled layer instead of the original data sources.

Adding this layer to the data warehouse infrastructure reduces the load on the data warehousing layer by 
addressing the data integration and cleansing issues before it is fed to the data warehouse.  You can use 
it in daily operational tasks like producing daily BI reports or sending data to external resources for data 
cleansing and integration processes. Adding an operational data layer to the EDW infrastructure, however, 
results in data redundancy.
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• Static extraction, which is an exact copy of the operational data and used when you populate the
data warehouse for the first time.

• For making subsequent updates to the data warehouse, users can adopt the incremental
extraction methodology. Using a timestamp log of the last updates to the data warehouse, you c
an refresh the tables with the most recent data.

• The extraction process can also be source-driven, where businesses can use operational
applications to notify the data warehouse of fresh information changes asynchronously.

• You can also implement triggers for tracking changes and updating operational databases. For a
SQL database server, for example, you can implement Data Manipulation Language (DML) and
Data Definition Language (DDL) triggers, which execute when the database state changes.

Data Staging and ETL
In the data staging layer, you have to apply complex ETL processes to the operational data sources and 
then feed them to the data warehouse for use in subsequent processes. In the three-layer architecture, 
you first feed the processed data to the data reconciliation layer and then use it for analytics in a data 
warehouse.

Users can apply ETL or ELT tools to the data from diverse sources in the data reconciliation layer before 
being updated into the data warehouse. Considering the importance of these data quality and integration 
processes, we will discuss each of them briefly.

1. Extraction
Data extraction is the first step of the ETL process. The chosen data sets are generally considered to be
in-depth with accurately implemented constraints at the source systems.
There are several ways of extracting data from data sources, such as:
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2. Cleansing
The data cleansing phase is significant for ensuring data quality because it performs various profiling
and validation checks to cleanse the data from sources of erroneous information. Data from the source
systems are often inconsistent, unreliable, and redundant.

Some common factors that result in poor quality data are tabulated below:

ETL tools often come with features like rectification and homogenization. Dedicated data dictionaries 
and catalogs are used to correct typing errors and to find synonyms across various databases. For 
discrepancies in logical information, you can use rule-based cleansing tools like OpenRefine and Trifac-
ta Wrangler.

3. Transformation
This phase converts data from the operational format to what is used within the data warehouse. The
data transformation process can become complex in situations involving a diverse set of source
systems. This happens because each source may require applying a different set of transformations
based on the data coming from it. Therefore, you might have to come up with an intricate data transfor-
mation strategy in such scenarios, in order to get the right output in the destination.

Generally, a data transformation process consists of:

• Conversion and de-normalization of data from sources
• Matching the similar fields across databases
• Selection to filter out the relevant source system fields
• Aggregation to sum up the data

08

Common Factors Examples

Data redundancy

Discrepancies in logically connected information 

Missing data values

Incorrect use of data fields

Values out of range

Different values for similar entities due to 
difference in formats

Record of the same customer added multiple times

Addresses and ZIP codes

A person’s last name

A phone number entry being used to add SSN

Incorrect date

Gender1: Male, Female
Gender2: M,F
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4. Loading
The last step of the ETL process is taking the data from the database (2-layer) or reconciliation layer
(3-layer) into the data warehouse. In this process, the transformed data is loaded where it can be
accessed by the data warehouse users.

Generally, the following types of operations are used for loading data into a data warehouse:
• Inserting: This method is used for updating the information in the data warehouse using the

INSERT operations.
• Upserting: It is used in scenarios where entire rows need to be refreshed with updated data.
• Updating: It is used when new information needs to be added to the data warehouse without

removing or deleting existing information. This method is coupled with incremental extraction
to update the data warehouse periodically.

• Bulk Load Service: This option is generally used in situations involving multiple insertions or
upsert operations because singular tasks become cumbersome when large data sets are
involved.

• Refreshing: This involves re-writing the data on the entire data warehouse. This is usually used
along with static extraction to populate the central repository initially.

1. Gathering Requirements
The first step in the data warehouse design process is gathering end-user requirements. Since building
an EDW is an extensive task, it requires a team of data analysts, developers and end-users to have
in-depth, focused meetings, discussing the data warehousing project scope in Joint Application Devel-
opment (JAD) sessions. JAD is an approach where the end-user is included in the design and develop-
ment of a project to ensure that the final product is made with the end-user in mind.

The main goal of the development team is to understand what the end-users and consuming applica-
tions require and invest resources in satisfying those needs.

Data Warehouse Design
Now that you understand the basic ETL processes and data warehouse architectural layers, let’s move 
on to the data warehouse design process and methodologies
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In addition to the user requirements, other technical details that are required include:
• Hardware specifications, since I/O operations are resource-draining tasks. This is especially

true in scenarios where bulk data loads, index builds, and execution of complex queries over
colossal amounts of data are required.

• Staff training needs are critical because it is difficult to switch between existing tools and new
ones. To make the transition as smooth as possible, it is a good idea to train your staff according
to the applications and tools that they will be using.

• Identification of the data sources is important because data in enterprises is dispersed in
different information systems and databases. Selecting and analyzing them aids in defining the
data warehouse design scope.

• Finalizing a project plan helps define the end goal with deadlines so that the team is
encouraged to work on a defined timeline.

Hardware environments can be set up once the initial design phases are complete. Most of the enter-
prises arrange the following three types of environments:

• Hardware setup for the development team
• Testing environment for QA
• Production  setup for the production team

But simply establishing the work surroundings is not enough – you need to factor in procedures like 
OLAP, ETL, cubes, and reporting for the environment settings as well.

A recommended way is to separate the database servers and applications for all the three setups. This 
is vital because:

• Development and quality assurance cycles can run without restricting data warehouse access
for end-users.

• Changes made by the development team can be rigorously tested without affecting the
production environment.

• With various warehousing environments working in parallel, analyzing data processes related
to problems without impacting the end-user experience is possible.
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2. Data modeling
A robust, flexible data model is the foundation of a productive data warehousing project. Having a
well-defined data model laying out a well-knitted framework of sources, transformations, and destina-
tions enable enterprises to easily expand the data warehouse infrastructure in order to accommodate
the growing business needs.

A logical data model is built first, which is an in-depth representation of the user requirements, but 
does not necessarily define its implementation. This is then translated into the physical data model 
where details regarding its functionality are finalized.

In the data modeling phase, you need to identify data sources for the data warehouse. In certain 
projects, this step is put off until the ETL stage. However, it is better to gather information regarding the 
whereabouts of the information systems earlier so that you know about the different transformations 
your data will need to go through before it is fed into the data warehouse.

3. ETL (Extract, Transform, Load)
This phase generally takes up half of the time dedicated to a data warehousing project. This is because
understanding the data fields, crafting business rules for data quality, and structuring the logical and
physical data models is a time-consuming process.
The ETL phase consists of:
1. Extract: Sourcing relevant data from the data sources using various data extraction
methodologies.
2. Transform: Converting the extracted data from its operational form into its analytical counterpart.
3. Load: Feeding the transformed data into your enterprise data warehouse.

4. OLAP Cube design
An OLAP cube is a multidimensional database optimized for DW and OLAP applications. It is generally 
used for reporting purposes. The design is created based on the requirements you have gathered in 
the first step. It is a data structure that supports quick data analysis according to multiple data 
dimensions, which essentially define the purpose of a specific task and entities involved. For example,
sales reports of a corporation may comprise of the following dimensions:

• Product
• Salesperson_ID
• Sale_amount
• Date
• Freight_ID
• Customer_Name

w w w . a s t e r a . c o m

11 

https://www.astera.com/type/infographic/data-modelling-in-adwb/


5. Front-end development
When selecting a front-end deployment strategy, ensuring that the reports can be shared over
the cloud or any other medium can substantially speed up your BI and analytics efforts. Program 
installations on the end-user computer systems just for viewing reports is no longer considered a 
viable solution.

However, it’s imperative to study thoroughly how different tools work before deciding on the one that 
best fits your needs. It is recommended to select the tool that could be integrated with your data 
warehouse without requiring many changes. This is because various back-end alterations can affect 
the front-end reporting as well. 

6. Report development
What end-users need in the analysis report is usually decided in the requirement gathering phase.
It is significant because the only contact that the end-users have with the data warehouse is via these�
reports. While this phase is not as lengthy as ETL and the data modeling phases, it forms an integral�
part of the overall data warehousing project.

The following factors should be considered before designing the final report template:

• Users should be able to customize report features like metrics according to their needs to filter 
information for quick analysis.

• Apart from providing analytics reports via the cloud, users must be able to access them through 
other mechanisms like text-messages or e-mails.

• Access control on the databases and information should be specified. For example, if the CEO of 
an enterprise has the authority to view all the data through all the metrics, a district sales 
director should have limited access to areas related to their department. The process should 
have properly defined user roles and access control for viewing the data.

Report development is an iterative process and should be flexible enough to accommodate additional 
client requests.
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7. Performance regulation
Various areas of a modern data warehouse design need to be regulated for maintaining adequate
performance standards but the major sections requiring regular performance tuning are:

• ETL involves transforming and loading data into a data warehouse, which is a time-intensive�
task. As a result, data warehousing–related tasks are often performed in batches. Since the�
window of time for these jobs is limited, an ETL process completed on time is bound to have�
several technical glitches. This can be because of several reasons often beyond the control of the�
development team. It is a good idea, therefore, to tune the process as much as possible.

• Query processing optimization is critical in scenarios where reports are run against an RDBMS�
database because they take time to process. Users can speed up the process by tuning queries�
through optimization techniques such as query substitution, indexing, denormalization, and job�
optimizer modules.

• Data quality is imperative because many organizations are unable to properly define standards�
for producing quality data. You need to revisit the existing process and evaluate the data for 
accuracy and consistency. Determine the extent of bad data and make tweaks to the process so�
that the data used for reporting and analyses improves gradually with each iteration.

• Report delivery delays can occur due to reasons other than executing slow queries as well. This�
could be because of network traffic, server setup or even due to the front-end application�
infrastructure. Looking for reasons for the lags and fine-tuning them will help in achieving�
optimal reporting times.

• Integrity checks should be controlled efficiently because although important, they require�
heavy processing, so it is advisable to execute such tasks at the source systems so that they do�
not affect data warehouse performance speed.

8. Query optimization
At some point, for enterprises, SQL query execution runs into performance problems. Depending on
the complexity, queries often occupy system resources for lengthy intervals, slowing down the server
and applications. Moreover, it might also lock database tables, leading to outdated data or corruption
issues.

Query optimization, therefore, is critical for a productive data warehouse design solution.

w w w . a s t e r a . c o m
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Here are some of the guidelines for achieving effective query optimizations:

Evaluate the way queries for your database work: Most of the modern database systems  
have their query optimizers. For effective query optimizations, the first step is to look for the way  
they work. Commands for query execution plans differ in different databases so you will have to  
look for the one that works for you.
For example, in SQL Server you can use ‘SHOWPLAN_ALL’,
Oracle, on the other hand, ‘EXPLAIN PLAN FOR [SQL query]’ syntax works.

Filter out unnecessary data: Retrieving data from the back-end systems is a time-consuming  
task. The more data you retrieve, the more space you will need in your repository to store that  
data. So, if for example, you need details regarding a particular column, avoid using statements  
like ‘SELECT *’ because using such SQL commands will result in all the columns being fetched  
from the back-end systems.

One way of achieving improved query performance is by storing intermediate data in a 
temporary database table instead of making it part of the main query result. Furthermore, 
dividing the parent query into sub-queries and even building an index for the temporary 
database tables can significantly enhance query performance. However, the downside of this  
method is increased complexity when scripting queries, but it is generally worth the trouble.

Some of the query optimization strategies that can be adopted are:

Indexing significantly boosts the query performance of database systems.
Vertical partitioning partitions the table columns to minimize the amount of information   
needed to be processed by the SQL query.
De-normalization Combines different database tables, decreasing the number of joins needed.

9. Incremental developments
Once your data warehouse system is on for production, small changes might be required regularly.
This is not related to proper data warehousing development iterations but trivial changes within
the business operations themselves. A clothing brand, for example, initially had 4 outlets but as the
business started booming, the number increased to 10. You will need to scale the data
warehouse operations to handle the data from the new outlets.
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Data quality: When combining data from a diverse set of systems, inconsistent and inaccurate  
records need cleansing because of poor data quality results in erroneous decision making.   
Therefore, get rid of bad data by implementing a focused data warehouse cleansing strategy  
that removes duplicates, inconsistencies, and makes the information as reliable as possible.

Understanding analytics: Enterprises should have a clear understanding of the outcomes they  
expect from an analytical reporting system so that they are able to perform informed business  
decisions. This will allow you to compare the intended and actual results and make adjustments  
to the data warehouse design to get the right balance. 

Quality assurance: Relying on information from a data warehouse for decision making man 
dates that the data being fed to the analytics tool should be accurate and consistent. To ensure  
that trustworthy data is available for analysis, it needs to be profiled and validated rigorously to  
guarantee quality data for business intelligence. Enterprises will have to develop a Software  
Testing Life Cycle (STLC), which is a sequence of activities performed by the QA team, to ensures  
that the data warehouse is producing the right results.

Acceptable performance standards: When designing a data warehouse, enterprises should  
tread carefully while keeping the ultimate business goal in mind. Set performance standards for  
different stages and components of the data warehouse to have complete control over the data.  
In addition, having these standards allow you to pinpoint issues in the DWH environment easily  
by individually checking whether each component is meeting the criteria. 

Investing in the initial data warehouse design: People generally overlook the initial data   
warehouse design steps. Although they have a high-level perception of what they want from the  
DW, they are unable to delve into the intricacies of these observations, which makes it difficult  
to define them. This results in a lack of communication between the business users and the  
development team. The established data warehouse design solution is unable to fulfill the BI  
requirements and needs new development cycles to begin right after the launch of the initial  
product, which then becomes a cost-intensive task.

15

1.

2.

3.

4.

5.

Factors to Consider When Designing a 
Data Warehouse
Here are a few important factors to consider when designing your data warehouse to ensure optimal 
performance for the faster data-to-insight journey:
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6.Getting users to adopt: Accepting anything that deviates from the norm is against the general
human psyche. It can be helpful if you can have defined programs in place to educate related
personnel regarding the changes being brought to business processes so that they can adopt it
without difficulty. You can achieve this by organizing special training sessions for the enterprise
staff, explaining the working of various applications and tools involved, and providing proper
guidelines in written form.

• Consider using a data flow diagram to provide them with the right direction of how the project 
will go. Therefore, gathering information regarding the various data repositories and how data 
moves within a company will help understand how to explore data warehousing options further.

• Add a data integration layer, where all the dispersed information is combined to allow enhanced�
business reporting can be helpful if the layer aligns with the organization’s business model.

• Embrace a standard data warehousing architecture like 3NF, star schema, or data vault that can�
improve efficiency within a DWH infrastructure. This further reduces adjustment spans for new�
staff. Star schema is fairly simple to understand since it is denormalized and requires a few�
numbers of joins to generate a meaningful query.

• Adopt the agile data warehousing strategy for higher flexibility in accommodating future�
business requirements. This is possible because when limiting solutions to one data integration�
layer, the project can be broken down into smaller sections, which will be faster to develop.

• Consider incorporating data warehouse automation tools, which will allow you to influence your 
technical resources well while enforcing you to adopt standards for easier support.

• Stay up-to-speed with the modern data warehousing best practices and ensure that your staff�
regularly gets educated regarding them. This will help your technical team in coming up with�
effective developmental strategies for improvement.

Data Warehousing Design: Best Practices
To streamline the DW design process, we have put together a few best practices for a robust DW 
groundwork:
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7. Adopt technologies like data virtualization to allow applications to manipulate enterprise data�
without delving into data-related complexities.

8. Use small data types to represent data values to optimize memory usage. For example, using 
strings, where integer values can be used is not advisable. It is better to understand memory�
consumptions of various data types to achieve better results – an integer, for example, uses 4�
bytes to store a number while varchar uses 6 bytes to store the same data.

9. Consider using surrogate keys for referencing dimension tables with fact tables. Doing so will�
help users track dimension records’ history and accurately identify entities.
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17

Conclusion
The ultimate goal of a data warehousing solution is to attain successful business and decision-making 
outcomes that are based on trusted data. It is imperative that a well-thought-out data warehouse 
design is constructed with a robust infrastructure flow to achieve that goal. 

With a weak foundation, you’ll soon find yourself going back to resolving errors and redoing various 
areas of your data warehouse design. That’s why a comprehensive design process, like the one 
explained in this eBook, is essential for any data warehouse for enhanced business intelligence and 
analytics. You can dramatically simplify and speed up your designing efforts with the help of a robust 
data warehouse automation solution, allowing you to bridge the data-to-insight gap at high speed and 
low cost. 

https://www.astera.com/astera-data-warehouse-demo/
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Astera Software is a rapidly-growing provider of enterprise-ready data solutions. 
We help business users bridge the data-to-insight gap with our suite of user-friendly yet 

high-performance data extraction, data quality, data integration, data warehousing & 
electronic data interchange solutions, which are used by both midsize and Fortune 500 

companies across a range of industries. Acclaimed for their intuitive interface and 
advance functionality, our products offer the same level of usability to both developers 

and non-developers, allowing business users to spend less time managing data 
and more time using it.

About Astera Software




